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Abstract—We study the inverse reinforcement learning (IRL)
problem for discrete-time, infinite-horizon mean-field games
(MFGs) with an average-reward criterion. Unlike the forward
setting, where the reward function is known, IRL assumes
access only to expert demonstrations that are optimal under
some unknown reward function. The objective is to recover a
policy that explains the expert behavior under some unknown
reward, selected via the maximum causal entropy principle. Our
approach is based on the maximum causal entropy principle,
which selects the least biased policy among those consistent
with the observed demonstrations. We show that the resulting
non-convex formulation is equivalently reformulated as a convex
optimization problem over occupation measures. Furthermore,
we establish that the dual objective is smooth and strongly
convex over compact sets and derive a variational representation
using a log-partition formulation. Finally, we propose a first-
order algorithm for solving the dual problem and recovering an
entropy-maximizing equilibrium policy.

Index Terms—Inverse reinforcement learning, mean-field
games, maximum entropy principle, average-reward criterion.

I. INTRODUCTION

Mean-field games (MFGs) were introduced to study strate-
gic interactions in large populations, where each individual’s
decision depends on the overall behavior of the group rather
than direct interactions with every other agent [1, 2]. In
stationary settings, agents consider a fixed distribution of states
[3], effectively reducing the problem to a Markov decision
process (MDP) constrained by this stationary distribution.
The equilibrium concept, known as the stationary mean-field
equilibrium (MFE), consists of a policy and a state distri-
bution that satisfy the Nash Certainty Equivalence principle
[1]. Under reasonable assumptions, the existence of such an
equilibrium follows from Kakutani’s fixed-point theorem, and
as the number of agents grows, the resulting policy closely
approximates a Nash equilibrium [4].

When the reward function is known, traditional MFG meth-
ods can be used to compute equilibria, and recent studies
have incorporated reinforcement learning techniques into this
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framework [5]. However, defining an appropriate reward func-
tion is often challenging in practice. Inverse reinforcement
learning (IRL) tackles this issue by learning the reward func-
tion from expert demonstrations. By uncovering the underlying
objectives driving expert behavior, IRL improves interpretabil-
ity and can enhance the model’s ability to generalize to new
environments [6].

Recent studies have explored IRL in the context of MFGs.
[7] reformulate a specific MFG as an MDP and apply max-
imum entropy IRL, but this approach applies only to fully
cooperative settings where all agents share a common reward.
In contrast, [8] extend IRL to decentralized, non-cooperative
MFGs using a maximum margin method. [9] further refine
this by introducing mean-field adversarial IRL, combining
elements of decentralized IRL, maximum entropy IRL, and
generative adversarial learning.

Imitation learning offers a complementary perspective by di-
rectly learning policies from demonstrations, bypassing reward
recovery. IL has also been applied in the MFG context [10],
especially when reward functions are difficult to define.

Previous studies have focused on finite-horizon costs, lead-
ing to convex optimization formulations based on classical
maximum entropy and maximum margin methods. However,
the classical maximum entropy approach in [9] breaks down
in infinite-horizon settings, as the state-action distribution
over the path space becomes ill-defined. To address this,
[11] introduce the maximum causal entropy principle for
infinite-horizon MDPs using state-action occupation measures.
Building on this, we extend its application to infinite-horizon
MFGs under the average-reward criterion. In a related work,
[12], where the second author of this paper applied the same
occupation measure-based formulation, successfully solved the
IRL problem for MFGs under a discounted reward framework.
Here, we further develop this approach for the average-reward
setting.

II. MEAN-FIELD GAMES: FORWARD REINFORCEMENT
LEARNING

A discrete-time stationary MFG is defined by the tuple
(X ,A, p, r) , where X and A denote the finite state and
action spaces, respectively. The transition probability function
p : X × A × P(X ) → P(X ) determines how the next state
evolves, while the one-stage reward function r : X × A ×
P(X ) → [0,∞) specifies the immediate reward received.
Given a current state xt, action at, and state-measure µ,
the reward is given by r(xt, at, µ), and the next state is



drawn from the probability distribution: xt+1 ∼ p(·|xt, at, µ).
In an MFG, the state-measure µ ∈ P(X ) represents the
collective behavior of all other agents. Intuitively, µ captures
the limiting distribution of the empirical state distribution as
the number of agents approaches infinity. While classical MFG
models typically consider a time-dependent sequence of state-
measures {µ(t)}, our focus is on the stationary setting, where
the population distribution remains constant over time, i.e.,
µ(t) = µ for all t.

To fully describe the model dynamics, we must also specify
how the agent selects actions. A policy π is a conditional
distribution over A given X , meaning that π : X → P(A).
Let Π denote the set of all such policies.

Before introducing the optimality concept in MFGs, we first
define the average reward associated with a given policy under
a fixed state measure. In average MFGs, for a fixed µ, the
average reward of a policy π is given by

Vµ(π, µ0) = lim sup
T→∞

1

T

T−1∑
t=0

Eπ
[
r(xt, at, µ)

]
,

where the initial state x0 follows the distribution µ0.
To formalize the notion of optimality, we define the set-

valued mapping Φ : P(X ) → 2Π, where 2Π denotes the
collection of all subsets of Π, as follows: Φ(µ) = {π̂ ∈ Π :
Vµ(π̂, µ) = supπ Vµ(π, µ)}. Namely, Φ(µ) represents the set
of optimal policies for a given state measure µ.

Similarly, we define the set-valued mapping Λ : Π →
2P(X ), which describes how a policy determines a stationary
state distribution. Specifically, for any π ∈ Π, the state-
measure µπ ∈ Λ(π) is an invariant distribution of the transition
dynamics, satisfying

µπ( · ) =
∑
x∈X

p( · | x, a, µπ)π(a | x)µπ(x).

We define the equilibrium concept for the MFG as follows:

Definition 1. A pair (π∗, µ∗) ∈ Π×P(X ) is called an MFE
if π∗ ∈ Φ(µ∗) and µ∗ ∈ Λ(π∗).

In the forward reinforcement learning (RL) problem for
MFGs, the objective is to compute an MFE when the model is
known or to learn the equilibrium when the model is unknown.
This involves designing algorithms that either solve for the
equilibrium policy directly using the given transition dynamics
and reward structure or infer the equilibrium behavior from
observed interactions.

In contrast, the IRL problem for MFGs takes an alternative
perspective. Here, the goal is to recover a policy that is
consistent with expert demonstrations, which are assumed to
be optimal for some unknown reward structure. Instead of
computing the optimal policy from a given reward, the task
is to infer a policy that best explains the observed expert
behaviors.

The inverse setting plays a crucial role in applications
where the reward function is not explicitly known but must
be deduced from observed decision-making patterns, such as
in economics, autonomous systems, and multi-agent learning.
In the next section, we formally introduce this setting and

develop a framework to recover a policy consistent with expert
demonstrations.

III. INVERSE REINFORCEMENT LEARNING

Since IRL aims to infer the reward function from expert
demonstrations, it is essential to restrict the space of possible
rewards to make the problem more tractable. A widely used
assumption in IRL for MFGs is that the reward function can
be expressed as a linear combination of feature vectors, which
depend on the state, action, and mean-field term:

R :=
{
r(x, a, µ) = ⟨θ, f(x, a, µ)⟩ | θ ∈ Rk,

f : X ×A× P(X )→ Rk
}

where f(x, a, µ) ∈ Rk is the feature vector that includes
information about the state-action pair (x, a) and the mean-
field term µ.

Assumption 1. We assume that for any policy π and mean-
field term µ, the state process is positive Harris recurrent
and aperiodic, guaranteeing the convergence of empirical
averages [13, Thm. 13.3.3]. In other words, the state process
exhibits ergodic behavior under any policy and mean-field
term, ensuring long-run statistical stability.

Under these assumptions, we can replace the lim sup op-
eration with lim throughout the remainder of the paper, as
ergodicity ensures the existence of time-average limits.

In IRL environment, we assume that under some MFE
(πE , µE), some experts generate the following trajectories:

Z =
{(

xi
t, a

i
t

)
t≥0

}d

i=1
. Since µE is invariant probability

distribution under policy πE , when the mean-field term µE
is in state dynamics, under Assumption 1, ergodic theorem
implies that

lim
T→∞

1

T

T−1∑
t=0

(
1

d

d∑
i=1

1{xi
t=x}

)
= µE(x), ∀x ∈ X .

While it is sufficient to consider only one path in Z , obtaining
more concrete estimate of µE is possible by considering all
paths. Also, if d is large enough, we can obtain an estimate
for the feature expectation vector as follows:

1

d

d∑
i=1

(
lim

T→∞

1

T

T−1∑
t=0

f(xi
t, a

i
t, µE)

)
≃ ⟨f⟩πE ,µE

where the average-reward expected feature vector under the
MFE (πE , µE) for x0 ∼ µE is defined as,

⟨f⟩πE ,µE := lim
T→∞

1

T

T−1∑
t=0

EπE ,µE

[
f(xt, at, µE)

]
. (1)

Thus, for the remainder of this paper, we assume that the
average feature expectation vector ⟨f⟩πE ,µE

under the expert
MFE (πE , µE) and the mean-field term µE are given.

Remark 1. In the IRL literature for Markov decision pro-
cesses (MDPs), it is common to assume that the feature
expectation vector is known. Extending this idea to MFGs,
recent studies ([8, 9]) show that an unbiased estimate of the
mean-field term can be obtained from expert trajectories. By



the ergodic theorem, this estimate converges to the true mean-
field term with probability 1. Hence, assuming that the exact
mean-field term µE is known does not introduce a significant
practical limitation. Using estimates instead of true quantities
results in an approximate MFE but does not fundamentally
alter the problem structure, aside from introducing estimation
errors. Since these errors follow a straightforward analysis
and offer little additional insight, we do not examine them
further.

IV. MAXIMUM CAUSAL ENTROPY PRINCIPLE

In this section, we formulate the IRL problem as an opti-
mization task that maximizes the causal entropy of the policy
while satisfying certain constraints. These constraints ensure
that the resulting policy not only constitutes an MFE but also
explains the observed expert behavior.

Our primary objective is to identify a policy that best
explains the expert’s decisions while maximizing entropy. This
approach favors the least biased policy among those that align
with the expert demonstrations. To formalize this idea, we first
define the average-reward causal entropy of a given policy.

Definition 2. Average-reward causal entropy H(π) of the
policy π ∈ Π is defined as follows

H(π) := lim
T→∞

1

T

T−1∑
t=0

Eπ,µE [− log π(at |xt)] .

In view of this definition, we can now define the average-
reward maximum causal entropy IRL problem (OPT)1 as
follows:

maxπ∈RA×X H(π)

s.t. π(a | x) ≥ 0, ∀(x, a) ∈ X ×A∑
a∈A π(a | x) = 1, ∀x ∈ X

µE(x) =
∑

(a,y) p(x | y, a, µE)π(a | y)µE(y), ∀x ∈ X
⟨f⟩π,µE = ⟨f⟩πE ,µE

In the optimization problem above, the first two constraints
ensure that π belongs to Π. The third and fourth constraints
guarantee that the pair (π, µE) forms an MFE, as explained
in the following discussion.

In the MFG problem, the expert’s behavior is governed
by the MFE (πE , µE) under some unknown reward function
rE(x, a, µ) = ⟨θE , f(x, a, µ)⟩. This implies that πE is the
optimal policy for µE under the reward function rE , and µE

is the stationary state distribution under the policy πE . Since
there are typically multiple possible values of θE that could
explain the expert’s behavior, we address this ambiguity by
applying the maximum causal entropy principle. Introduced in
[14], this principle suggests that when multiple explanations
are possible, the policy with the highest causal entropy should
be preferred. This approach minimizes bias, except for the bias
introduced by the feature expectation constraint.

Let π∗ be a solution of (OPT)1. From the third con-
straint, µE is the stationary distribution under π∗, i.e.,
µE ∈ Λ(π∗). The fourth constraint gives ⟨f⟩π,µE

=
⟨f⟩πE ,µE

. But note that for any reward function rθ(x, a, µ) =

⟨θ, f(x, a, µ)⟩, we can write the average reward of any pol-
icy under the mean-field term µ as follows: Vµ(π, µ) =
⟨θ, ⟨f⟩π,µE

⟩ . Since πE is optimal for µE with respect to
rE(x, a, µ) = ⟨θE , f(x, a, µ)⟩, from the forth constraint, we
have VµE

(π∗, µE) = VµE
(πE , µE) = supπ∈Π VµE

(π, µE). It
follows that π∗ ∈ Φ(µE). Thus, (π∗, µE) forms an MFE, and
solving (OPT)1 leads to an MFE.

V. CONVEX REFORMULATION OF (OPT)1

Note that (OPT)1 is not a convex optimization problem,
as the final constraint (i.e., matching average-reward feature
expectations) is not convex in π. To reformulate the problem
as a convex optimization problem, we employ state-action
occupation measures induced by policies. This technique,
used in [11] to address the IRL problem in infinite-horizon
discounted MDPs, helps achieve convexity.

Definition 3. We define the state-action occupation measure
νπ for any policy π ∈ Π as

νπ(x, a) := lim
T→∞

1

T

T−1∑
t=0

Eπ,µE
[
1{(xt,at)=(x,a)}

]
,

and corresponding state occupation measure as

νX
π (x) := lim

T→∞

1

T

T−1∑
t=0

Eπ,µE
[
1{xt=x}

]
=
∑
a∈A

νπ(x, a).

Notice that νπ is a probability measure for any policy π ∈ Π.

To derive the convex reformulation of (OPT)1, we will
begin by stating several lemmas below.

Lemma 1. Suppose π ∈ Π is a feasible point for the
optimization problem (OPT)1. Then, for all x ∈ X , we have
νXπ (x) = µE(x), and furthermore,

νX
π (x) =

∑
(y,a)∈X×A

p(x | y, a, µE) νπ(y, a).

Lemma 2. If π ∈ Π is a feasible point for (OPT)1, then H(π)
can be written as

H(π) =
∑

(x,a)∈X×A

− log

(
νπ(x, a)

µE(x)

)
νπ(x, a).

Lemma 3. The average-reward feature expectation vector can
be written as

⟨f⟩π,µE =
∑

(x,a)∈X×A

f(x, a, µE)νπ(x, a).

The proofs follow directly from stationarity, ergodicity, and
the Definition 3, and are thus left out for brevity.

In view of above results, let us now reformulate (OPT)1 in
terms of state-action occupation measure. This new formula-
tion is denoted by (OPT)2, which will be shown to be convex
and yield the same solution as (OPT)1:

maxν∈RX×A
∑

(x,a)∈X×A− log
(

ν(x,a)
µE(x)

)
ν(x, a)

s.t.
∑

(x,a)∈X×A f(x, a, µE)ν(x, a) = ⟨f⟩πE ,µE

µE(x) =
∑

(y,a)∈X×A p(x | y, a, µE)ν(y, a), ∀x ∈ X
νX (x) = µE(x), ∀x ∈ X
ν(x, a) ≥ 0, ∀(x, a) ∈ X ×A,



Here, we reformulate the problem with respect to the set of
occupation measures instead of policies in Π. The following
result establishes the convexity of (OPT)2.

Lemma 4. (OPT)2 is a convex optimization problem.

Proof. We can rewrite the objective function as∑
(x,a)∈X×A

− log (ν(x, a)) ν(x, a) +
∑

(x,a)∈X×A
log (µE(x)) ν(x, a).

The first term is the entropy of ν, which is strongly concave
in ν [15, p. 37]; the second term is linear in ν. Hence the full
objective is strongly concave. All constraints in (OPT)2 are
linear in ν.

Remark 2. By the duality theory, the optimization problem
(OPT)2 can be rewritten in a min-max form. Indeed, intro-
ducing the penalty terms α ∈ Rk and β,θ ∈ RX to enforce
constraints, we can express (OPT)2 as:

max
ν∈P(X×A)

min
α∈Rk

β,θ∈RX

{
H(ν) +

∑
(x,a)∈X×A

kα,β,θ(x, a)ν(x, a)

− ⟨α, ⟨f⟩πE ,µE ⟩ −
∑
x∈X

θxµE(x)

}
,

where kα,β,θ(x, a) := log(µE(x))+ ⟨α, f(x, a, µE)⟩+θx +∑
z∈X βz

(
p(z | x, a, µE) − µE(z)

)
. Here, H(ν), as the

entropy of ν, is strongly concave in ν, while the second term
is linear in ν. The function kα,β,θ(x, a) and the remaining
terms are linear in α, β, θ, guarantees the convexity of the
objective in α, β, θ. This min-max formulation will be used
to obtain the dual of the optimization problem (OPT)2 in the
next section.

Theorem 1. There are mappings between feasible points of
(OPT)1 and (OPT)2, and under these mappings two equivalent
feasible points lead to the same objective value.

Sketch of Proof. (⇒) Let π ∈ Π be feasible for (OPT)1,
and let νπ(x, a) := µE(x)π(a | x). By Lemma 1, this
measure satisfies the stationarity condition of (OPT)2, and
by Lemma 2, satisfy the feature matching constraint. Since
νπ is a probability distribution and all constraints are met,
νπ is feasible for (OPT)2. The equality of objective functions
follows from Lemma 2.

(⇐) Let ν ∈ P(X × A) be feasible for (OPT)2, with
νX = µE . Define the policy πν(a | x) := ν(x,a)

µE(x) . Using this
definition, the stationarity constraint becomes

µE(x) =
∑
y,a

p(x | y, a, µE)πν(a | y)µE(y),

so µE ∈ Λ(πν). Moreover, the occupation measure
νπν

(x, a) = µE(x)πν(a | x) recovers ν, hence the expected
feature and entropy objectives match those of (OPT)2.

Thus, πν ∈ Π is feasible for (OPT)1, and both problems
yield the same objective value under this correspondence.

The above theorem establishes the equivalence of (OPT)1
and (OPT)2. In the remainder of this paper, our goal is to find
the optimal solution to (OPT)2. To achieve this, we first derive

the dual of (OPT)2 and then demonstrate that the objective
function in this dual formulation is both strongly convex and
smooth. This property allows us to apply gradient descent with
a constant learning rate to efficiently solve the problem.

VI. DUAL FORMULATION AND GRADIENT DESCENT
ALGORITHM

In the remainder of this section, we focus on developing
a gradient descent algorithm to find the optimal solution
for (OPT)2, since it is a convex optimization problem. To
do this, we first derive the dual of (OPT)2 and show that
the objective function in the dual formulation is strongly
convex and smooth. This property allows us to apply gradient
descent with a constant learning rate, significantly reducing
computational complexity.

Theorem 2. The dual of (OPT)2 is

min
α∈Rk

β,θ∈RX

{
log

∑
(x,a)∈X×A

ekα,β,θ(x,a)

− ⟨α, ⟨f⟩πE ,µE
⟩ −

∑
x∈X

θxµE(x)

}
.

(2)

Sketch of Proof. Starting from the min–max form in Re-
mark 2, Sion’s minimax theorem [16] lets us swap max and
min. Applying the variational formula of [17, Prop. 1.4.2] then
gives the dual objective in (2), so (OPT)2 has no duality gap.

For any fixed multipliers (α,β,θ), the maximiser of

H(ν) +
∑

(x,a)∈X×A

kα,β,θ(x, a)ν(x, a) (3)

is the Boltzmann distribution ν∗(x, a) := ekα,β,θ(x,a)

Zα,β,θ
,

where Zα,β,θ :=
∑

(x,a)∈X×A ekα,β,θ(x,a), again by [17,
Prop. 1.4.2].

From now on, we define the objective function in (2), which
represents the dual formulation of (OPT)2, as h(α,β,θ). It
is important to note that (3) is linear in (α,β,θ); and that the
corresponding maximized value over ν,

log
∑

(x,a)∈X×A

ekα,β,θ(x,a),

is a convex function of (α,β,θ). Since the remaining terms in
h are linear in (α,β,θ), we can conclude that h is a convex
function.

Thus, the dual formulation of (OPT)2 is an unconstrained
convex optimization problem in the variables (α,β,θ), which
can be solved using a gradient descent algorithm. Before we
present the algorithm, we first demonstrate the smoothness and
strong convexity of h. This ensures that the gradient descent
algorithm will converge at a guaranteed rate when using a
constant step size.

Theorem 3. h is L-smooth where L := 2M2
√
|X | · |A|, here

M can be determined explicitly.



Sketch of Proof. Compute the three partial gradients of h;
each is a sum over (x, a) weighted by the occupancy measure
ν∗. Hence ∇h is Lipschitz as soon as ν∗ is. Differentiate
ν∗(x, a) with respect to any parameter γ ∈ {α,β,θ} to obtain

∇γν
∗(x, a) = ν∗(x, a)

(
∇γk − ⟨∇γk⟩ν∗

)
.

Uniform bounds on ∇γk give constants Mα,Mβ,Mθ; let
M = max{Mα,Mβ,Mθ}. Then ∥∇γν

∗∥ ≤ 2M , so ν∗ is
2M -Lipschitz. Plugging this into the expressions for∇h yields

∥∆(∇γh(α,β,θ))∥ ≤ 2M2 ∥∆(α,β,θ)∥
√
|X | · |A|,

where ∆(·) denotes the difference between two evaluations at
parameter points (α,β,θ) and (α′,β′,θ′). So h is L-smooth
with L = 2M2

√
|X ||A|.

In the following theorem, we establish the strong convexity
of h, under an additional assumption.

Theorem 4. Suppose that the set{(
f(x, a, µE), p( · | x, a, µE), e( · | x, a)

)
: (x, a) ∈ X ×A

}
spans the space Rk×RX ×RX , where e(y | x, a) := 1{x=y}.
Then the function h is ρ(D)-strongly convex over any compact
subset D ⊂ Rm, where m = k + 2|X |.

Sketch of Proof. By computing the partial second derivatives,
we observe that the Hessian of h with respect to (α,β,θ)
coincides with the covariance matrix of the random vector

X(x, a) :=
(
f(x, a, µE), p(· | x, a, µE), e(· | x, a)

)
, (4)

under the distribution (x, a) ∼ ν∗. That is, Hes(h)(α,β,θ) =
Cov(X).

Assume, for contradiction, that Cov(X) is not
positive definite. Then there exists v ̸= 0 with
v⊤ Cov(X)v = Var

(
⟨v,X⟩

)
= 0, so ⟨v,X⟩ is almost

surely constant and supp
(
Law(X)

)
lies in the hyperplane

{d ∈ Rm | ⟨v,d⟩ = c}, a set of dimension at most m − 1.
However, the map (4) spans Rm by assumption, and the
Boltzmann policy ν∗ assigns positive probability to every
(x, a). Hence the push-forward measure Law(X) cannot be
supported in a lower-dimensional subspace, a contradiction.
Therefore, Cov(X) must be positive definite.

The map (α,β,θ) 7→ Cov(X) is continuous. By the
Extreme Value Theorem, on any compact D ⊂ Rm its
smallest eigenvalue λmin(X) attains a positive minimum:
min(α,β,θ)∈D λmin(X) =: λmin(D) > 0.

Using the bound above, ∇2h(α,β,θ) ⪰ ρ(D)Im for all
(α,β,θ) ∈ D, where ≽ stands for semidefinite order and
ρ(D) := λmin(D). Thus h is ρ(D)-strongly convex on D.

Now we can introduce the gradient descent algorithm for
finding the minimizer of h as follows.

Algorithm 1 Gradient Descent for Parameter Optimization
Require: Initial parameters (α0,β0,θ0), step size δ > 0,

number of iterations K
1: Set (α,β,θ)← (α0,β0,θ0)
2: for k = 0, 1, . . . ,K − 1 do
3: (α,β,θ)← (α,β,θ)− δ∇h(α,β,θ)
4: end for
5: Compute ν∗α,β,θ from the final parameters.
6: return (α,β,θ) and ν∗α,β,θ

Theorem 5. Suppose that the step-size in gradient descent
algorithm satisfies 0 < δ ≤ 1

L . Define the following compact
subset of Rm:

D :=

{
d ∈ Rm : ∥d−(α∗,β∗,θ∗)∥ ≤ ∥(α0,β0,θ0)−(α∗,β∗,θ∗)∥

}
.

Then, for any k, we have

∥(αk,βk,θk)− (α∗,β∗,θ∗)∥2

≤ (1− δ ρ(D))k ∥(α0,β0,θ0)− (α∗,β∗,θ∗)∥2.

Therefore, since ν∗α,β,θ(x, a) is 2M -Lipschitz continuous with
respect to (α,β,θ) for all (x, a) ∈ X ×A, we also have

∥ν∗
αk,βk,θk

− ν∗
α∗,β∗,θ∗∥

≤
√

|X ||A| 2M (1− δ ρ(D))k/2 ∥(α0,β0,θ0)− (α∗,β∗,θ∗)∥.

Proof. This is a well-known result in convex optimization, so
we omit the details.

We now relate the minimizer of h to the solution of the
maximum entropy IRL problem. If (α∗,β∗,θ∗) minimizes
h (e.g., via gradient descent), then the optimal solution to
(OPT)1 is:

ν∗
α∗,β∗,θ∗(x, a) =

ekα∗,β∗,θ∗ (x,a)∑
(x,a)∈X×A ekα∗,β∗,θ∗ (x,a)

.

The policy corresponding to this distribution is:

πν∗
α∗,β∗,θ∗

(a | x) =
ν∗α∗,β∗,θ∗

(x, a)

ν∗,Xα∗,β∗,θ∗
(x)

.

This policy solves the maximum causal entropy problem
(OPT)1.

VII. NUMERICAL ILLUSTRATION

We illustrate our methodology using a malware spread
model [18] under an average-cost1 criterion. Agents possess
local states xt ∈ {0, 1}, representing healthy (0) or infected
(1) conditions. At each step, agents select actions at ∈ {0, 1},
where 0 corresponds to “do nothing” and 1 to “repair”. The
system dynamics follow

xt+1 =

{
xt + (1− xt)wt, if at = 0,

0, if at = 1,

where wt ∼ Bernoulli(q = 0.9). Thus, a healthy agent that
does nothing becomes infected with probability q, whereas
repair guarantees recovery.

1Here, we formulate the problem as a cost minimization rather than a reward
maximization, but the two are equivalent.



The per-stage cost is given by c(x, a, µ) = θ1x+θ2xµ(1)+
θ3a, with θ = [−2,−1,−3]. Here, µ(1) denotes the fraction
of infected agents, θ3 the repair cost, and θ1+ θ2µ(1) the risk
associated with infection.

We first address the forward problem by computing the MFE
(πE , µE), obtained numerically as

πE =

[
1 0

0 1

]
, µE =

[
0.5263
0.4737

]
.

This equilibrium indicates that healthy agents do nothing,
whereas infected agents always choose repair.

Using this equilibrium (πE , µE), we generate the aver-
age feature expectation vector (1) where f(x, a, µ(1)) =
(x, xµ(1), a). Our goal is to recover (πE , µE) using IRL.

We solve the dual IRL problem to recover the optimal joint
distribution ν(x, a), from which the policy was obtained via
π(a|x) = ν(x,a)

µE(x) . The resulting policy is

π =

[
0.9709 0.0291

0.0303 0.9697

]
versus πE =

[
1 0

0 1

]
.

The recovered strategy closely approximated the expert behav-
ior. The convergence of the dual objective h is illustrated in
Fig. 1, confirming the numerical consistency of the algorithm.

Fig. 1. Convergence of dual objective h over iterations.

VIII. CONCLUSION

In conclusion, we have explored the inverse reinforce-
ment learning (IRL) problem in discrete-time, infinite-horizon
mean-field games (MFGs) with an average-reward criterion.
Unlike the forward problem, IRL relies on expert demonstra-
tions that are optimal under an unknown reward. Our objective
is to recover a policy that explains the expert behavior under
some unknown reward. To this end, we proposed a convex
reformulation based on occupation measures and analyzed
its dual, showing that the resulting objective is smooth and
strongly convex. This structure enabled the use of a simple
first-order algorithm to recover an entropy-maximizing policy
consistent with expert behavior. The numerical results support
the stability and effectiveness of the approach. Overall, our for-
mulation provides a tractable basis for IRL in large-population
systems and may serve as a starting point for extending the
framework to more general or complex settings.
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