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Mean-Field Game

An Mean-Field Game is defined by a tuple: (X, A, p, r) where,
e X and A are finite "state” and "action” spaces, respectively.

® p: X xAxP(X)— P(X) is transition probability, determines how the next state
evolves.

® r: X x AxP(X)— Ris one-stage reward function, specifies the immediate reward
recieved after each state.
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Mean-Field Term p

In a population of N agents with states (x1,x2,...,2y), the empirical distribution pN)
converges (in law) to a deterministic distribution € P(X), known as the mean-field
term.

N
1 Z o0
=1

represents the collective behavior of all agents.

We focus on the stationary setting, where the population distribution stabilizes and
remains constant over time
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An agent follows a stationary Markov policy, that is, a stochastic kernel:
m: X =>PA), z—n(]|x)

meaning that given state x; = x, the action a; is sampled from 7 (- | x).
The state evolves as:

Tt41 Np( | Tty A, M)

Let II denote all such policies.

Definition
For a fixed u, the average reward of a policy m € Il is given by

T—1
. 1 x
VM(WMU’O) :hmsupf E E {T(xn Qt, H):|7 where xy ~ fig

T—o0 —0
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Mean-Field Equilibrium

Define the following set-valued mappings:

d: P(X) — 21, uH{ﬁ'GH | Vu(fr,u)zsulr)lvu(w,u)}
TE

ATE— 2P s { pr €27 | ()= p(- | @0, pa) wa | @) () }
reX

Namely, ®(u) represents the set of optimal policies for a given state measure .
Similarly, A() represents the set of stationary state distributions induced by policy .

Definition
A pair (7, ps) € Il X P(X) is called a mean-field equilibrium (MFE) if 7, € ®(p4) and
ty € A(Try).
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Forward vs Inverse in MFGs

Forward MFG (RL)

Optimization Equilibrium
Reward r(z, a, - , - %
(a2 e o) (m*, %)
Inverse MFG (IRL)
Expert Behavior Feature Stats Max Entropy Recovered policy
(T, 1E) (f)rp.us Optimization *
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Inverse RL

Assumption 1: The reward is a linear combination of features that depend on the state,
action, and mean-field term:

R = {r(x,a,,u)z <07f(maaa/‘5)> ‘ GGRk’ fXXAX,P(X)_)Rk}

where f(x,a, 1) € R¥ is the feature vector, which is assumed to be known and fixed.

Assumption 2:  Vr € II, Vu € P(X): {z4}i>0 is ergodicl.
That is, the Markov chain admits a unique invariant distribution p, € P(X), and for any
function h: X — R,

1 &
T tz% h(xt) m xze;(h(x) fir ().

!P. Meyn and R. L. Tweedie, Markov Chains and Stochastic Stability, 2nd ed., Cambridge University

Press, 2009, Theorem 13.3.3.
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Inverse RL

In IRL environment, under some mean-field equilibrium (7, ugp) we have trajectories

Z = {(:ci, ai)tzo}jzl

Since pp is an invariant probability distribution under the policy g, and the mean-field
term appears in the state dynamics as ug, using h(z) = 1gyi—pyy in Assumption 2,
ergodic theorem says:

T—-1

1

le{mé:xo} 2 Y Laimagy () = ps(o)
t=0

= reX

Hence we have,

T-1

zll_r)rgoTZ< Zl{x x)—,uE(x), Vo e X.
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Feature Expectation Vector

Definition
Expected feature vector under the mean-field equilibrium (7g, ug) for xg ~ pg is
defined as,
=
(Frgue = Jim — ; E2HE [f (21, ar, pp)] (1)

If d is large enough, we can obtain an estimate for the feature expectation vector as

follows:
T 1

d
Z < hjgoi Z f xtvatvﬂE)> =~ <f>7rE1HE

9/47



Maximum Causal Entropy

Definition

Average-reward causal entropy H () of the policy m € II is defined as follows

H(m) lim — Z E™HE [—log m(a | x¢)] -

Maximizing causal entropy means we choose the least ‘biased’ (most random) policy
subject to matching constraints

10/47



(OPT); maximizercr1 H(m)
subject to mla|z)>0V(z,a) e ¥ X A
Ygearmla|xz)=1Vrec X
1e(@) =3 4 peaxa P@ [y a,pp) wla | y) ppy) Vo e X

lim7 o0 % Z?:Bl E™#+E [f(JUt, Qt, #E)] = <f>7TE:NE

The first two constraints ensure that = € II. The third and fourth constraints guarantee
that the pair (7, ug) forms a MFE.
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Why (OPT), yields an MFE?

Let 7* be a solution of (OPT),, then:
® From the third constraint, g is the stationary distribution under 7*, i.e.,
up € A(7*).
® From the fourth constraint, 7* is an optimal policy for ug, i.e., 7* € ®(ug).

*

Since 7* matches expert features and g € ®(ug), we have

']/llf(ﬁ*'/1'15> - <915= <.['>7T/«/«/1/«:> - ']/115(715$/11§> = Sug

D ‘]/1 E (7T, /1'/‘3)
mell

Thus, solving (OPT);, leads to a mean-field equilibrium.
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Convex Reformulation of (OPT),

Definition
We define the state-action occupation measure v, for any policy w € II as

T-1

o1 ™
I/ﬂ(ﬂ?, a) = 7—1141)1'010 f Z ]:E HE [1{($t,at):(x,a)}j| )
t=0

and corresponding state occupation measure as
T—1

v¥(x) ;= lim 1 ZE”?"E (Lipma}] = Z vr(z,a).
t=0

T—oo T
o acA

Notice that v, is a probability measure for any policy 7 € II.
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Stationarity Under Occupation Measures

Lemma 1 (Stationarity)
If 7 € I1 is feasible for (OPT);, then v¥ = up. Furthermore, for all z € X, we have

v (x) = Y plx |y, 1u8) va(y, a).
(y,a)

Proof. Since 7 is feasible for (OPT),, it satisfies the constraint that ;g is the stationary
distribution under policy w. From the definition of yf, we have:

T-1 T-1
vi (@) = Jim > Y BT [ a)=@ap) = Jim Y BT (1]

T—o0 T—o0
t=0 ac A t=0

By stationarity and the ergodic theorem, this limit equals to pg(x). This completes the
first part of the proof...
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For the second part, observe that:

T
Z p(l‘ | y7aqu) Vﬂ'(y7 ) = Th—I;go T Z Z e {(xt,at):(y,a)}] p(:L‘ | Y, CL,,UE)]
(y,a)eXxA t=0 (y,a
1 T-1
— 1' — ™HHE
ey ; E [p(x | 21, ar, pE)

T 1

= Th—r};o T Z E™ ME 1{m+1 x}] (.CL‘)

Last line follows from ergodicity and the law of total expectation. i.e,

E™#E [p(']j ‘ 'Tfs(lfs/”?)} =E™HE [E {1*{If+1:1‘} ‘ "I'j'f'ra’f” =E™HE [1{1‘1+1:l‘}} :

Using the first part (v;¥ = ), we conclude the second part of the proof
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Rewrite the Entropy

Lemma 2 (Entropy)

If 7 € Il is a feasible point for (OPT);, then H(m) can be written as

Hm)= > —log (”“(””’a)>uﬂ(m,a).

(z,a)eXxA NE(:E)

Proof. We have
H(m) = Z —logm(a|x)ve(z,a).
(z,0)EX XA
Here, the occupancy measure v; can be decomposed as
T—1

: 1 g X
ve(,a) = lim ; E™E [1(ap,a)=(a)}] = 7(alz)vg (2).
Substituting m(a | ) and using previous Lemma concludes proof. [
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Rewrite Feature Constraint

Lemma 3 (Feature Matching)

The average-reward feature expectation vector can be written as

<f>7TaHE = Z f(xv a, ME)VF(xv a)

(z,a)eXxA

Proof. By definition, the average-reward feature expectation vector under policy = and
invariant distribution g is given by
T-1

<f>7T,ME — hm ZEW’ME ($t7at7:u’E)]
t=0

Using the identity

F@nanpe) =Y F(@,a, 18) 1@ 0= (@.0)}
(z,a)

and linearity of expectation, the limit distributes over the sum, that concludes proof. .17/47



(OPT), : Occupation Measure-Based Form

In view of above results, we reformulate the problem with respect to the set of occupation

measures instead of policies in II.

N

v(z,a

(OPT), maximize,cpxxa Z(LQ)EK—VXA —log <uE(x

) v(z,a)

~

subject to Ywayexxat (@ app) vz, a) = (frp pg
1e(@) = 3 aexxaP@ | y,a, up) v(y,a) Vo € X
v¥(z) = pp(z) Vo € X
v(z,a) >0V (z,a) € X x A

Where v¥ (2) := 3 o4 v(z, q).
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Convexity of (OPT),

(OPT), is a convex optimization problem.

Proof. We can rewrite the objective function as

S —logza)viea) + Y. log(up()) vz, a).

(z,a)eX XA (z,a)eXx A

The first term of the above is the entropy of the distribution v, which is known to be
strongly concave in .2 Moreover, the second term is linear in v. Therefore, the objective
function is strongly concave.

Also note that all the constraints in (OPT), are linear in v. [

2F. Alajaji and P.-N. Chen, An Introduction to Single-User Information Theory, Springer, 2018, p. 37.
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We can express the objective function (OPT), in a Min-Max form by introducing penalty
variables o € R¥, 3,0 € R to enforce the constraints of (OPT),.

: v(z,a)
OPT), = -1 ;
(OPT)2 =, Jds 0 2o {(MZ °g<uE<x>>”(‘"” g

ﬁveERX )EXX.A
+ <aa Z f(.%',a,,U,E)V(l', CL) - <f>7rE7NE>
(r,a)eXxA

+> Be| > plzapp)v(ra) - pp(z)

zeX (z,0)eXxA
£ 0, (@) — ) }
reX
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We can organize (OPT), as:

(OPT), = max  min {H(V)—I— Z ka,p0(z,a)v(z,a)
vEP(¥xA) acR (z,a)EX XA

B,0€R*
- <a7 TI'E HE Z ewlu’E }

TeX
where

kopo(x,a) :=log(pp(x)) + (o, f(x,a, up)) + 0.+ > _ B.(p(z | x,0,n8) — np(2)).
z€X

Here, H(v), as the entropy of v, is strongly concave in v, while the second term is linear
in v. The function ko g,6(,a) and the remaining terms are linear in o, 3, 0, guarantees
the convexity of the objective in «, 3, 0
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There are mappings between feasible points of (OPT); and (OPT),, and under these
mappings two equivalent feasible points lead to the same objective value.

Proof. (=) Let 7 € II be feasible for (OPT);. And let v(z,a) := pp(xz)n(a | x). By
Lemma 1 for all x € X we have:

pe(@) =Y ply,aepe)v.(y, a).
(y,a)exXxA
Furthermore, from Lemma 3, we have:
Z f(x,a, /LE)VW(J;,CL) = <f>7TE7/J«E'
(z,a)eXxA

In addition, since v, is a probability distribution, we have the third and forth constraints.
Since v, satisfies all the constraints (OPT), have, it is feasible for (OPT),...
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(<) Let v € P(X x A) be feasible for (OPT),, with v* = . We define a policy

m, € I by (5.0)
v(z,a

pe(r)

where ¥ (z) := 3", . 4 v(z,a). Moreover, it satisfies the stationarity condition

m(alx) =

pe(x)= > plyap)v(ya), foralzecl.
(y,a)eXxA

Using the definition of 7,,, we may write v(y,a) = v* (y) m,(a | y) = pe(y) 7.(a | y), and

so the stationarity condition becomes

pe(@) = p|y,ape)m(aly) pey),
y,a

which shows that pg € A(m,).
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Now consider the occupation measure v, € P(X x A) defined under policy 7, with
invariant state distribution 7, we have3:

Un,(z,0) = pp(z)m(a | x) = vg,(z,a) = pe(x) VV(;:(U(’;))

=v(z,a)

Whenever v* (z) > 0, and both sides are zero when v (z) = 0 due to feasibility. Hence,
Vr, = v, and in particular,

v

V;.‘i(:b) = Z Vrp,(x,a) = pp(x), forallxz e X.
acA

It remains to verify that m, € Il is feasible for (OPT);.

3See the proof of Lemma 2
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We have already shown that ur € A(m,). Next, the expected feature constraint in
(OPT), holds, since

Z f(xvaﬂuE) Vﬂu(x>a) = Z f(xaaaluE) V(x7a) = <f>WE7HE7

(z,a)eXx A (z,a)eXxA

by the feasibility of v for (OPT), and Lemma 3. Moreover, by Lemma 2, the causal
entropy of m, satisfies

H(m)= > —log (”“(H)) vn,(2,a) = Y —log (”(“"U’“)> vz, a).

(m.0)EX x A pe(r) (z.0) pe(z)

Thus, the policy 7, € II is feasible for (OPT);, and it achieves the same objective value
as v in (OPT),. |
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Let m € Il and v € P(X x A), and suppose that pg(x) > 0 for all z € X. Consider the
following mappings between policies and occupation measures:

T vp = pp(x)w(a | xz) € P(X x A),
(x,a
v¥(z)

™~

~—

e Il

viem(al|z) =

Under assumption v? (z) = pg(x) > 0, the second mapping is well-defined. Moreover,
the first mapping constructs the occupation measure induced by a policy 7 and invariant
distribution p g, while the second mapping reconstructs the policy from a given
occupation measure v.
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Dual of (OPT), and its Solution

The dual of (OPT), is

min {log Z ekepo(@a) _ <O‘7 WE,HE Z Oriip( }

k
Hoony (z,a)€X XA zEX

where

ka,p,0(2,a) = log(up(2)) + (e, f(z,0,18)) + 0z + Y _ B:(p(z | 7,0, u5) — pp(2))-
ZEX

Proof. To achieve the dual form of (OPT),, we recall the Min-Max formulation of
(OPT),. From Sion’s minimax theorem*, we can change the order of max and min:

4M. Sion, “On general minimax theorems,” Pacific Journal of Mathematics, vol. 8, pp. 171-176, 1958.
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We have,

_ 3 ka,,@,@(xva‘) —
(OPT), = c?é% {log Z e (o, (f
ﬂ,GGRX (x,a)EXX.A

TrEuu'E

Here equality follows from the variational formula®

teT teT

log Z eFt) = Vrer%)a% [H(l/) + Z k(t)y(t)] .

Z ew/«LE

reX

)

Thus, above minimization problem is the dual of (OPT), and Sion's minimax theorem

guarantees that there is no duality gap.

°P. Dupuis and R. S. Ellis, Formulation of Large Deviation Theory in Terms of the Laplace Principle,

John Wiley & Sons, Ltd, 1997, ch. 1, pp. 1-47.
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Also, for given o € R, 3,0 € R¥, the probability measure v* that maximizes

Hy)+ Y. kagelz,a)v(z,a)
(z,0)eX XA

is the Boltzman distribution defined as:®

eka,g,e(mﬂ)
*
v (.%', CL) =
Zo,B,0
where
lapoim 3 chosateo
(z,a)eXxA

®P. Dupuis and R. S. Ellis, Formulation of Large Deviation Theory in Terms of the Laplace Principle,

John Wiley & Sons, Ltd, 1997, ch. 1, pp. 1-47.
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Dual Objective

From now on, we denote the objective function in the dual formulation of (OPT), as

h(a, B, 0) := log Z eheso(ma) _ (o, (Frppm) Z O pip(z

(z,0)eXxA rzeX

Note that the term H(v) + >_(, o)exxa ka,8,6(%,a) v(z,a) is linear in (c, 3,0). The
maximum of this expression over v, which is given by

log Z elhenp,0(w.0),

(r,a)eXxA

is a convex function of (a, 3, 0). Since the remaining terms in h are linear in (, 3, 0),
we can conclude that h is a convex function.
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h is L-smooth where

L:=2M?%\/|X| - |A|

here M can be determined explicitly.

Proof. We begin by computing the partial gradients of the function h with respect to the
parameters «, 3, and 6 as follows:

vah’(avﬁ7e) = Z V*(1:7a)f(x7a7,U“E)_<f>7TE’/—‘E7

(z,a)eX XA

Veh(a,8,0)= Y v (z,a)p(-|w,a,up) —us(-),

(z,a)EX XA
veh(a71370): Z V*(xva)ex(')_uE(')7
(z,a)EX XA

where e, (y) = 1—y-
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To establish Lipschitz continuity (smoothness) of Vh, it suffices to show the Lipschitz
continuity of ©*, as any discontinuity in v* would directly propagate to Vh. Thus, we
compute the gradient of v* with respect to v € {«, 3,0}:

Vovage(ra) = v (z,a) [Vokape(r,a) = (Vikape)].

Let us define the following uniform bounds over all (z,a) € X x A and parameters
a,3,0:

sup [Vaka,p.0(x, @)l = sup | (2, a, )| = Ma,

sup IV ke 0(@, )| = sup e, | = M,

sup [Veka,go(z,a)l| = sup|[p(- | z,a,up) — pe()|| = Mo
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Define M := max{Mq, Mg, Mg}. Therefore, for each v € {c, 3,0}, we obtain:

sup |V (z,a)]| < 2.
(r,a)eXxA
a7579
By Mean Value Theorem, it follows that v* is 2M-Lipschitz continuous with respect to
parameters (o, 3,0).
Having established Lipschitz continuity of V., *, we derive Lipschitz continuity of V£,
leading to:

AV < My 2M [|A(ex, B, 0) || V[ X] - A

where A(+) denotes the difference between two evaluations at parameter points («, 3, 0)
and (o, 3,60").
[ |
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Convexity

Theorem 4
Suppose that the set

{(f(x’anuE)a p(' | xvanuE)’ 6’(- | x,a)) : (x,a) € X x 'A}

spans the space R¥ x RY x RY, where e(y|z,a) := L{z—yy- Then the function A is
p(D)-strongly convex over any compact subset D C R™, where m = k + 2|X|.

Proof. Our aim is to establish the strong convexity of the function h. To demonstrate
this, it suffices to show that the Hessian of h is uniformly positive definite over compact
subsets of the parameter space. ’

"Boyd, S., Vandenberghe, L. (2004). Convex Optimization. Cambridge University Press, Section 9.1.2.
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We compute the partial Hessians as follows:

V2, () = Covie.aymn- (f(x,a,m)

Vgh() = Covie e (p(1r.a. ).

Vg,gh(.) = CoV(z,q)~v* (e(~|m,a)).
Similarly, cross terms computed as:

Vi,ﬁh() = Cov(z,a)Nu* (p(|1:, a7ME)7 f(xa av/’LE))'
Vi,eh() = COV(z,a)NV* (e(-|a:,a), f(l‘, avME))'

v%,gh() = COV(z,a)NV* (@('|$7G)ap("xaa7ME))-
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we define the random vector

X(:c,a) = (f(xvavNE)v p( : | l"anU/E)’ 6(' ’x’a))

Then we have Hes(h)(a, 3,0) = Cov(X).

Assume, for the sake of contradiction, that Cov(X) is not positive definite. This means,

by definition, there exists a nonzero vector v € R™ such that:
(v,Cov(X)v) =0 = Z vj Cov(Xj, X;)v; = Var (sz l) =0
1,j=1

which implies that the random variable >~ ; v; X; is almost surely constant. This
immediately implies that the support of Law (X)) lies entirely within a hyperplane

supp(Law(X)) C {d € R™ : (v,d) = c}.

Since v is nonzero, this hyperplane is a lower-dimensional affine subspace of dimension at

most m — 1.
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However, since X is defined as the mapping

X({L‘,a) = (f(xaanuE)’ p( : |$7a7 ”E’)v 6(- |x,a)) )

which transforms the state-action space X x A into R™. The probability distribution of
X is the push-forward measure of v*. That is, for any measurable set A C R™,

(Law(X)) =) P(X € A) = v*({(z,a) € X x A | X(z,a) € A}).

Since the Boltzmann policy v* o exp(kq,3,0) assigns positive probability to every
state-action pair in X' x A, the push-forward measure is strictly positive on its support.
Furthermore, by Assumption,

Span{ (f(x7anuE)v p('|x’a7:uE)7 6(~‘$,a)) : (‘T’a) €& x A} =R™.

This contradicts the previous conclusion that supp(Law (X)) is contained to a
lower-dimensional hyperplane. Therefore, Cov(X) must be positive definite. This implies
that Law(X) cannot be confined to a lower-dimensional subset of R"™.
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Now, consider the dependence of Cov(X') on the parameters (c, 3,8). Since X is a
function of (x,a) ~ v*, the covariance matrix Cov(X') continuously varies with respect
to these parameters. Consequently, the smallest eigenvalue function A\pin(X) is also a
continuous function of (a, 3, 0).

Next, consider a compact subset D C R™ of the parameter space. By the Extreme Value
Theorem, we know that Ay (X)) reaches some minimum value over D. Define

i Amin(X) =: Amin(D) > 0.
i (X) (D)
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Since Cov(X) is symmetric m X m matrix, we use its eigenvalue decomposition for all
(a,3,0) € D we have Cov(X) = UAU” where U is an orthogonal matrix containing the
eigenvectors and A is a diagonal matrix with eigenvalues on diagonal.

Since \j > Ain(D) for all i € {1,2,...,m}, we can write;

A = Mpin(D) L, = UAUT = Uppin (D)1, UT
<= Cov(X) =Hes(h) = Amin(D)In,

Hence, h is p(D)-strongly convex on D, where

p(D) := Apin(D).

39/47



Gradient Decent Algorithm

Now we can introduce the gradient descent algorithm for finding the minimizer of h as
follows.

Algorithm 1 Gradient Descent for Parameter Optimization

Require: Initial parameters (v, By, 0o), step size 6 > 0, number of iterations K

AU L A

Set (a, 3,0) < (v, By, 00)
for k=0,1,..., K —1do

(e, 3,0) « (a0, 3,0) — 6 Vh(e, 3,0)
end for
Compute 1/;579 from the final parameters.
return («,3,0) and V.0
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Is Gradient Decent Valid?

Suppose that the step-size in gradient descent algorithm satisfies 0 < § < % Define the
following compact subset of R™:

D= {d ER™:|d - (ax, B,,0.)| < ||(cx0, By, 80) — (a*ﬁ*,e*)ll}-

Then, for any k, we have

[(etk, B, O1) — (s, By, 04) |
< (1= 38p(D))* [|(cx0, By, B0) — (exs, By, 0]

Therefore, since 1/2”370(1',&) is 2M-Lipschitz continuous with respect to («x, 3, 0) for all
(z,a) € X x A, we also have

1Vay.8,.0r — Vero,8..0.

< VIX[IA[2M (1 =8 p(D))* |[(exo, Bo, o) — (cxs, B., 65|
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Conclusion

If (o, B,,0.) is the minimizer of h, which can be determined using the gradient descent
algorithm, then the optimal solution to (OPT); is given by:

eka* 73* 79* (ZE,(Z)

*
Va*yﬂ*70* (x7 a) ok, By, 0% (J?,a) ’

k
Z(x,a)EXXA €
The policy corresponding to this distribution is:

V:;*»IB*»G* ((L‘7 a)

alr) = -y )
Va*vﬁ*ve* (CL‘)

T, ,*
VO’-* B0 (

This policy solves the maximum causal entropy problem (OPT)j;.
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Numerical lllustration

We illustrate our methodology using a malware spread model® under an average-cost
criterion. Agents possess local states z(t) € {0, 1}, representing healthy (0) or infected
(1) conditions. At each step, agents select actions a(t) € {0,1}, where 0 corresponds to
“do nothing” and 1 to “repair.” The system dynamics follow

o)+ (T —2z@)w(t), ifa(t)=0,
wi+1) = {0, ifa(t) =1,

where w(t) ~ Bernoulli(¢ = 0.9). Thus, a healthy agent that does nothing becomes
infected with probability ¢, whereas repair guarantees recovery.

8). Subramanian and A. Mahajan, “Reinforcement learning in stationary mean-field games,”
Proceedings of the International Foundation for Autonomous Agents and Multiagent Systems, 2019, pp.
251-259
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Numerical lllustration

The per-stage cost is given by
c(x,a,p) = bz + Ozp(l) + O3a.

Here, (1) denotes the fraction of infected agents, 63 the repair cost, and 61 + 621(1) the
risk associated with infection.

In the IRL problem, the variables (61,602, 63) are unknown. We use the linearity
assumption:

R = {c(w,a,,u) =0, f(z,a,p)) } R, f:XxAxPX) —>]R3}

where f(z,a, (1)) = (x,zu(l),a).
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Our goal is to recover (g, ) using IRL.
We first consider the forward problem with known parameters 6 = [0.3,0.5,0.8] and
obtain the mean-field equilibrium (7g, ug) numerically as:

10 0.52
T = ~ .
E= o 1| ME7 |47

This equilibrium indicates that healthy agents do nothing, whereas infected agents always
choose repair.

45 /47



Using the MFE obtained numeratically, we solve the dual IRL problem to recover the
optimal joint distribution v(z,a), from which the policy was obtained via

r(a |2) = e

The resulting policy is

0.9709 0.0291 1 0
T = versus Tg = .
0.0303 0.9697 01

The recovered strategy closely approximated the expert behavior. The convergence of the
dual objective h is illustrated in Fig. 1, confirming the numerical consistency of the
algorithm.
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Dual objective h

Convergence of dual objective h
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